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Abstract

The weather forecast data is one of the most important datasets in Big Data. The Hive application was the
first relational database that runs on Hadoop cluster. This paper presents a performance analysis of HiveQL
on Hadoop cluster with varying number of data node and data replication. The results show that the best
performing Map-Reduce configuration for distributed nodes in Hadoop cluster is Map=5/Reduce=1. This ratio
is consistent with the best query performance setup which is 3 replications per 5 data nodes. Meanwhile,
increasing the number of data nodes and replications did not affect the result in anyway.
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flugueE1e “SELECT..WHERE” “SELECT...ORDER BY”
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HDFS Cluster 3saunsasesiudoyavuinlvguagd
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wag MariaDB faelassasianisiiudayaves HOFS
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File Size Comparison Across Encoding Methods
Dataset: TPC-DS Scale 500 Dataset
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131GB
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Parquet

Encaded with
ORCFile
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M50 1 ansdeyavesaniilaniesine)

Stationcode

Field station | datefield tmax tmin
(Primary Key)

Type STRING STRING | Date/time | DOUBLE | DOUBLE
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nM3Anda Hadoop witel#usn1s HOFS way Map-
Reduce ¥nsnaaaudemaluladiesvialawiu e
afrunTounaiouateiildFuanudenlutagiudiinag
U3n13¢e Cloud computing lnefiiadaspauianesiil
AuandANUIgUIEUIaNANAIIUUY Intel i7
nUI8AI1U91 4GB mirgdufintaya 178 uay n13n
\A30T18LUY 1 Gbps Ethernet §7u7u 4 1ASad wie
fndelusunsa Hadoop waz Hive wuuadawmas neu
TUsun31 Java openJDK §u 1.8 Litesaaiunsvinau vy
5¥UUUfURNTS CentOS 7.2 WuU 64 bits Hundeailou
9397fu Name node waz Data node #ussglinnelu
in3esuteilinaaeuseszuuUfiRnig CentoS 7.2
WUU 64 bits uwazlsunsuuimsdanisiedeaiiouass
Kernel-based Virtual Machine (KvM) it o4 u3n15
Jamsinsenatloussenelunugui 5

n15RAe Hadoop cluster fiusynaudae Name
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node/Master node wag Data node Apsilgangwisvu
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® 5zuyul{URnTs CentOS 6.8 WUU 64 bit dmduta
Name node &g Data node

® Java openjdk U 1.8.0 : “sudo yum install java-
1.8.0-openjdk* -y” wisunivuaalulug .
bashrc” oo se Y “export JAVA_ HOME= / usr/

<

lib/jvm/jre-1.8.0-openjdk” @115U%14 Name node

wag Data node
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® Hadoop 2.6.1 fin1rtlunanainiduled
http://apache.arvixe.com/hadoop/common/had
oop-2.6.1/hadoop-2.6.1 tar.gz Tngvinnnshnmans
Name node i8¢ Data node

®Hive 5u 1.2.2 a13ulvanainiivigd
http: / / www. eu. apache. org/ dist/ hive/ hive-
1.2.2/apache-hive-1.2.2-bin.tar.gz §aiuunnsng
9ndlusunsu Hadoop Tnsiadalfiameii Name
node Wit
nFsnsAndalUsunsufiug UL aLEnTa N

Hadoop cluster sign1siuunattulng slave 103

Name node #18%¥8ves Data node tieafululng

Host wazfee1@1de “hdfs namenode format”

iiel#dsAuazdnguuuudoyauu Name node riou

PINUUFUIUNITNI9UVDY Hadoop cluster fagAIds
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Hadoop-Cluster
Master/Name Node

“start-all.sh”
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Data Node 1-7
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\nseaaiiousseifigaantd 2 vCPU RAM 2 GB HD 60
GB $1u7u 8 1A309 Usznausisiaieudiiouass Name
node 1 Lﬂ%‘lm SH Lﬂ'%la«,aﬁauﬁq Data node 7 Lﬂ%"aﬂ
ﬁ’mumgﬂqumimaam’%ﬁmn Name node 1 1A309
wag Data node 3 Lﬂ%"aﬂ IﬂﬂU%ULﬁu Data node ﬂ%daz
2 1309 1flosanniaies Host U557 Data node 1§ 2
1304 Aruglliun1simuanisdnun (Replication-
Rep) 71 3 5 uay 7 lUnfouduniunisiedi 6 e
WsuauUsyansninees Data node warn15d1Luwl
Toya S'TjamaLaml,af?iwmﬂ'ﬁﬂismama%gﬂﬁ%auah
Wtanaidenely

A15¥191uve9 Hive lusuiseidennaaeuriu

Hive console AagA1dd “hive” v Name node Ing

fufiiiudoyaves Hive gnadreliuu HOFS voq
Hadoop cluster 7 “/user/hive/warehouse” fefda
“hadoop fs -mkdir -p”
dmsuiiugiuves Hive-QL figmudoyaisuduioi
default Fsn15a319n15adsuuvumiloudu SQL Wy
“ CREATE EXTERNAL TABLE weatherl (stationcode
STRING, station STRING, datefield STRING, prcp
DOUBLE, tmax DOUBLE, tmin DOUBLE) ROW
FORMAT DELIMITED FIELDS TERMINATED BY '););”
wAdAduNiAvYeIsUuuudIuingfAe “FORMAT
DELIMITED FIELDS TERMINATED BY ','” L‘ﬁaamﬂmﬁw
dfudoyaduduiiszindranlndlugiuuy csv mn
WWeunalnensaan Java Database Connectivity
(JDBC) @111150a519A15794UU ORC évfud Tunsdif
dndlvla Csv Inddnannasingiluanglu HDFS v
Hadoop cluster wazldiFds “LOAD DATA INPATH /
user/ hdfs/ Weather. csv' OVERWRITE INTO TABLE
weather?;” Lﬁ'alﬁmswﬁa;ﬂaﬁugmﬁ N5y
UsyAnSnn wien15a519m15194uU ORC vibdlnerds
sioluil
® ORC hUU none : “CREATE EXTERNAL TABLE
weather_orcO 1 (stationcode STRING, station
STRING,  datefield) STORED AS  ORC
TBLPROPERTIES ("orc.compress"="NONE") ;”
® ORC WUU snappy : “CREATE EXTERNAL TABLE
( stationcode STRING, station
STORED AS  ORC

weather orc0 1
STRING,  datefield)
TBLPROPERTIES ("orc.compress"=" snappy") ;”

® ORC tuvu zlib : “CREATE EXTERNAL TABLE
weather orcO 1 (stationcode STRING, station
STRING,  datefield) STORED AS  ORC
TBLPROPERTIES ("orc.compress"=" zlib") ;”
1138519915794 U ORC file §3dvin1sasialng

Fuatufiivunn 12 GB uazad1enis1a ORC file 11 3
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JUN 6 vunalndvennsideyauu Hive

mﬂgﬂﬁ 6 é’m%’uﬁuﬁ%’mﬁu%m&aiﬂéuw ORC
faluanunsnaniuiidaiulids 50% uazgadusaiidon
WUU Snappy @11n3aanvwIafuiiEeIfies 129% veq
IWéﬁagaUﬂaﬁﬁwmwﬁaQa 207,466,688 s¥ileu Ll
ihluinUszansamaesnisuszunanansluniy HiveQL
ilemAds Argean swdansideunisiedmsy
Uszananadeyarely uazdideldfiaumigiuvesdiuan
nsdnteyalinumsieit 6 vulild HOFS-site.xml 41
ﬁﬂmauﬁaﬁ%a’i’l “dfs.replication” #iU¥udn value an
ABINIT UAYAINITONTIVADUAITANUITYE bdu
HDFS Cluster #n8f1ds “hadoop dfs -ls” 2gUsng
e sdumide g
3.2 M3LaImMIUNITIvY

fegretayanisyauiiunldlunsuszanananuy
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Big data \ieumaaeudie SQL AfiA1& “SELECT..
FROM..WHERE” wagtaonldnisAiuaas aveg( ) max( )
woudds “GROUP BY” uazn1s JOIN andeyanadns
Tuganeun Inefd1munn1smaaauaiy 4 nsainIy

A15197 1-4

n3al7 1 CASEO1:

M5 2 sqmﬁwé"wan CASE 01

- SELECT station, datefield, tmax FROM weatherorc
WHERE tmax <> -9999 ORDER BY tmax DESC;

CASE 01

o °

AmuayadA1daiinissesdeyanduainuiniun

Wegvayadeyaiavue ienaaeuUszdnsnmuesns

Sesdayadnuiuunn lnglinadnsnunisned 3

#1519% 3 M3 9teyaves CASE 01

Field | station | datefield tmax

Type | STRING | Date/time | DOUBLE

5617 2 CASE02:

57971 4 YREswaa CASE 02

CASE 02 - INSERT OVERWRITE TABLE weather temp2 SELECT

station, cast(SUBSTR(datefield,1,4) as INT), tmax FROM
weatherorc WHERE tmax <> -9999;

- SELECT datefield, MAX(tmax) FROM
weather_temp2 GROUP BY station, datefield;

station,

v
o

fTuneufeiin1neoyaitngnisne “weather
_temp2” 91U 67,167,328 szriounaziiun
Uszananafionengsiian (Max temperature) Tuusiay
Yuonauaniinsaverniadaedida Group by aeld

NAANSMIUTATIFS19INT199 5

M5 5 A151970YAYeY weather_temp2

Field | station | datefield tmax

DOUBLE

Type | STRING INT

36l 3 CASE03:

P137971 6 YAAsves CASE 03

CASE 03 - INSERT OVERWRITE TABLE weather temp3 SELECT

station, cast(SUBSTR(datefield,1,4) as INT), tmax FROM
weatherorc WHERE tmax <> -9999;

SELECT  station, datefield, AVG(tavg) FROM
weather_temp3 GROUP BY station, datefield;

i 2 Yunounigiufie nyosdayaidignisig

“weather temp3” LA139UNNIMIANABVDIEAI NI

ay
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M13N 7 AN91979YAT weather_temp3

Field | station | datefield tmax

STRING INT DOUBLE

Type

56l 4 CASEO4:

M54 8 ﬁqﬂﬁwél’waa CASE 04

CASE 04 - INSERT OVERWRITE TABLE weatherd temp SELECT

station, cast(SUBSTR(datefield,1,4) as INT), tmax, tmin
FROM weatherorc WHERE tmax > -9999 and tmin > -
9999;

- INSERT OVERWRITE TABLE weatherd temp2 SELECT
station, year, AVG((tmax-tmin)/2) FROM weatherd temp
GROUP BY station, year;

- INSERT OVERWRITE TABLE weatherd temp3 SELECT
station, MAX(meanTemp) FROM weatherd _temp2 GROUP

BY station;
INSERT ~ OVERWRITE ~ TABLE  weather resd  SELECT
w.station, w.year, ww.maxMeanTemp FROM

weatherd temp2 w JOIN weatherd temp3 ww ON

w.meanTemp = ww.maxMeanTemp;

2) SELECT datefield, AVG(tavg)
weather_temp3 GROUP BY station, datefield;

3)  SELECT AVG((tmax-tmin)/2) FROM
weatherd_temp GROUP BY station, year;

station, FROM

station, vyear,

4)  SELECT w.station, w.year, ww.maxMeanTemp FROM
weatherd_temp2 w JOIN weatherd_temp3 ww ON

w.meanTemp = ww.maxMeanTemp;

NINAABUTAAINITUTZUIANALUINIUTIUIULATO
Data node wagnsdurdoyald 5 WUUAIUAITIN 6

o

&
PNU

597t 10 JUKUUYes Hadoop Cluster

Fouuu N1IAMIUART
3 node(Rep-3) | 4 Data node 3 i3asuazimuadundeya 3 4n
5 node(Rep-3) | i Data node 5 tn3asuazimuadiudeya 3 4n
5 node(Rep-5) | i Data node 5 in3asuazimuadudeya 5 40
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